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Personalizing a machine learning system can’t be accomplished by developers alone—the end 
user needs to be involved. Big data can help learning systems to generalize well, but because no 
two humans are exactly alike, we can’t rely on generalization alone. Perhaps the user’s task is 
critical (e.g., a smart home environment to help monitor an aging relative), or novel (i.e., there is 
no existing set of training data), or the system is generalizing in a manner contrary to the user’s 
goal. Even if the system is mostly correct (based on the user’s notion of correctness, not that of 
the developers), people should still have the ability to improve the system’s predictions. In any of 
these cases, the end user needs to be able to communicate with the learning system to align its 
internal logic with his or her own reasoning. 

In order for end users to have more to say about a learning system, users must have a sense of 
what the system needs to know—but this requires understanding at some level how the system 
works. Many user-facing machine learning systems, however, are intentionally obtuse. Popular 
systems such as Gmail, Pandora, Netflix, and Amazon provide only basic explanations regarding 
each prediction or recommendation. My research has identified problems with such shallow 
explanations, from flawed mental models of the learning system’s logic, to a loss of trust in the 
system itself.  

To help resolve these problems, I have worked toward a set of principles—informed by theories 
of human cognition and behavior, and supported by empirical evidence—to guide machine 
learning practitioners. My research seeks to answer two questions: what do people need to know 
to control a machine learning system, and how can we help people control the learning system so 
that it makes fewer mistakes? 

What people need to know about their learner 
Machine learning systems often provide some form of control so that a user can correct mistakes 
the learner may make, but rarely do learning systems help users understand how their adjustments 
impact future predictions. This makes it hard for users to understand what may be going wrong, 
and can in turn lead to adjustments based on flawed assumptions about the learning system. Thus, 
a major component of my research has focused on helping end users predict how their learning 
systems will respond to their feedback, predicated on the mental model theory of reasoning 
[Johnson-Laird 1983]. 

Mental models are in-the-head representations people build of systems that help them to explain 
and predict the system’s behavior. For example, if I want my home to heat faster, should I turn 
the thermostat up higher? My answer will be based upon my mental model of how the furnace 
operates—an inaccurate mental model won’t stop me from adjusting my thermostat, but it may 
misguide my actions. As Kempton found in [Kempton 1986], between 25% and 50% of 
Americans believed (incorrectly) that their furnace operated similar to a water faucet, such that 
setting it higher would make the air coming out of it hotter. This is a classic example of an 
erroneous mental model (“it works like a faucet”) leading to an incorrect prediction (“I should 
turn the knob further to make it hotter”), and thus to an undesirable outcome (the room will not 
heat any faster, and the furnace will not stop until the new, higher target temperature is reached). 



My own research has found that end users often hold flawed mental models of learning systems, 
and these flaws create barriers when users try to interact with their learning systems. In one study, 
participants expected a text classification system to reason via rules rather than probabilities, and 
believed that these rules stemmed solely from the presence of certain keywords [Kulesza et al. 
2010]. Another study found that participants encountered numerous barriers understanding how 
multiple features were involved in a text classifier’s predictions, and they encountered additional 
barriers trying to decide which features may need to be modified in order to fix the classifier’s 
mistakes [Kulesza et al. 2011]. The mental model theory of reasoning suggests that if these 
participants had held better mental models of how the learning system used specific features to 
make its predictions, they may have been able to overcome many of these barriers. 

A major finding of my work is that end users can build good mental models of a learning 
system—models that can help the user predict how their learner will respond to their feedback. In 
a study designed to show a best-case scenario, I presented a treatment population with 15 minutes 
of explanation about how a music recommendation system (shown in Figure 1) makes its 
predictions, including how it would incorporate user feedback to adjust future predictions; a 
control population only received information about how to use the recommender. This study 
found that treatment participants quickly grasped the fundamental concepts underlying the 
learning system. Further, after five days of providing feedback to the system, participants who 
held the most-improved mental models were also most able to control the learner to their 
satisfaction [Kulesza et al. 2012]. Because this study used a human instructor, I conducted a 
follow-up study to explore different types of automated explanations; the follow-up study found 
that a mix of broad overviews of an entire system with detailed descriptions of individual 
components resulted in the best mental models [Kulesza et al. 2013]. This study also showed that 
when explaining learning systems, high-fidelity explanations were not only more successful at 
building useful mental models than the simplified explanations found in many commercial 
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Figure 1: I designed and implemented a music recommender that let users provide different types of 
feedback, including “steering” controls (left), free-form textual input (top right) and limits (bottom right). 



systems: high-fidelity explanations were also preferred by participants over low-fidelity 
explanations, and participants trusted them (and thus attended to them) more than the simplified 
explanations [Kulesza et al. 2013]. 

How people can control their learner 
The traditional labeled-instances method of controlling machine learning systems can be very 
inefficient. It relies on large amounts of training data being available (at least hundreds, if not 
thousands, of labeled training examples), and it assumes that the right training data is available—
that future inputs will continue to look like the existing data. These assumptions are not 
problematic when generalizing from big data, but both are likely to break when we shift our focus 
to end-user personalization: a single end user is unlikely to provide thousands of labeled training 
examples to being with, and she would need to continue to label new inputs to fight known 
problems such as concept drift. Thus, the second major component of my research has 
investigated how to help people efficiently control learning systems. 

I have primarily focused on two feature-based methods for end users to control learning systems: 
feature labeling and direct feature adjustment [Kulesza et al. 2010, Kulesza et al. 2011, Kulesza 
et al. 2012]. In feature labeling, end users extend a learning system with new features to base its 
predictions upon (e.g., highlighting new words or phrases the computer should pay attention to, as 
shown in Figure 2 callout A). Direct feature adjustment is an extension of feature labeling in 
which the user also tells the computer the relative importance of various features (e.g., a user 
could tell the system that feature x should be more important than feature y). Figure 2 callout B 
shows an example where the user can adjust a feature’s important by dragging a bar higher or 
lower. The advantage of focusing on specific features, rather than labeled instances, is that 
feedback about features is much more efficient at controlling learning systems [Raghavan et al. 
2006] and reduces the need for a large, representative training corpus. 

Feature-based feedback approaches, however, perform best when a user is able to predict how 
their feedback will impact the learner—as discussed earlier, participants encountered many 
barriers using direct feature adjustment with a learning system that did not provide an overview 
of how the features were used [Kulesza et al. 2011]. In a different investigation, we found that 
participant feedback slightly decreased the learners’ accuracy when the prototype did not explain 
how predictions were made; the only participants to significantly increase their learner’s accuracy 
were provided with explanations for each prediction, as well as information about how each 
feature was distributed throughout the dataset [Kulesza et al. 2010]. Conversely, feature 
adjustment performed very well when participants held good mental models of their learning 
system [Kulesza et al. 2012].  

Studying how humans provide feedback to learning systems also identifies cases where real-
world usage breaks assumptions made by the learning algorithm’s developers. Systems that use 
class distributions when computing predictions, for example, can fail when users focus on a 
single class, artificially inflating the number of instances in the class they are currently focused 
upon (I observed examples of this behavior in [Kulesza et al. 2011]). Even traditional labeling is 
not a “solved” problem when human behavior is taken into account. Learning systems are based 
on the idea that similar inputs should map to similar outputs, but humans do not always apply the 
same label to similar items—indeed, our recent work has found that humans do not even 
consistently apply the same label to the same item when labeling items over a period of just a few 
days or weeks [Kulesza et al. 2014].  

Identifying cases where real-world usage differs from developers’ assumptions provides an 
opportunity to create a user-centric solution. For example, after finding that people struggled to 



label items consistently, we designed an approach to let them hierarchically structure their labels 
into groups, including automated assistance to overcome common problems we identified during 
formative trials. This approach proved successful at improving label consistency and was 
preferred by participants over a more traditional labeling technique [Kulesza et al. 2014]. Thus, a 
continuing research problem is to not only identify instances where human behavior breaks 
assumptions of learning algorithms, but also to find ways to mitigate such effects. 

Research agenda 
My long-term goal is the democratization of machine learning. Helping people understand, 
control, and appropriately trust their learning systems is an initial step, and it opens the door to a 
range of future possibilities. Even professional programmers can struggle to add machine learning 
abilities to their applications, so tools to help programmers understand, test, and debug learning 
systems is a logical future direction. Even more exciting, however, is the possibility that end users 
could assemble and extend “off-the-shelf” learning system components into tools well suited to 
their own idiosyncratic needs.  

One of the surprising outcomes from my recent work is the finding that participants actually 
preferred detailed explanations of the learning system over simplified variants. However, not all 
learning algorithms lend themselves to such transparency, and it may be that, for a given problem, 
a more opaque system (e.g., a neural net) outperforms a system that is more responsive to user 
feedback, at least in the general (i.e., non-personalized) case. Investigating whether a combined 
model approach, which transitions from an opaque learning system to one that more effectively 
incorporates user feedback based on the pattern of user interactions, is one avenue I’d like to 
pursue. This line of research would also explore the model-selection problem from an end user’s 
point of view, which could provide insights toward helping users design their own learning 
systems by combining existing components (e.g., classifiers, feature parsers) into a custom-made 
tool.  

 
Figure 2: A paper prototype I developed to evaluate a potential interface with users prior to implementation. 

Users can select new features the learning system should pay attention to (A), as well as adjust the 
importance of features (B). 



One notable problem with a combined model approach would be explanation fidelity—
explanations that involve the learning algorithm would necessarily need to change when the 
model changes, which would likely lead to a poor user experience. A solution may be to develop 
a generalizable explanation framework that focuses on item-to-item similarity, as the basis for all 
machine learning systems is that similar input items should receive similar output labels. Such 
explanations would be lower-fidelity than those that include details of the learning algorithm’s 
reasoning, but may suffice as high-level explanations. For users interested in providing feedback 
to personalize a learner, the act of drilling-down to a more detailed explanation could be one of 
the interaction cues that triggers the switch to a more transparent and controllable model.  

To gain the most benefit from a learning system, a user needs to know which of its predictions 
can be trusted to be correct. This problem is compounded by the fact that learning systems 
continue to learn post-deployment; thus, a system that behaved correctly last week may begin 
misclassifying similar items next week. By helping people systematically assess a learner’s 
predictions, I believe we can help them establish an appropriate level of trust in the learner. To 
that end, I’ve helped to design and implement an end-user testing framework for machine 
learning systems that leverages a classifier’s own information about its predictions (e.g., its 
confidence, the similarity of the predicted item to other items in the training set, etc.) to help 
people assess the types of inputs the system can reliably handle [Groce et al. 2014]. The findings 
of this work suggest that end-user testing of learning systems is a viable method for helping users 
to calibrate an appropriate level of trust in the system’s predictions, and a user study found that 
participants used different strategies to test their classifiers. Learning more about these testing 
strategies, including why people perused them, how best to support them, and the information 
needs of people testing learning systems, all remain open questions. Additionally, prior work has 
found surprising interactions between explanations and trust in non-interactive learning systems, 
such as trust inappropriately increasing in faulty learners that provide explanations for their many 
mistakes [Dzindolet et al. 2003]; whether and how these effects translate to interactive machine 
learning will also need to be explored. 

In summary, the central theme in my research has been helping people gain more benefit from 
their machine learning systems. For many people outside the computer science field, artificial 
intelligence is the stuff of science fiction, but the groundwork for useful computer predictions, 
recommendations, and planning exists today—it’s just not easy to personalize, understand, or 
trust. Tackling these problems will help more people to derive more benefits (and less frustration) 
from their computer systems; by helping people to delegate more tasks to learning systems, we in 
turn allow them to focus more of their energy on problems that computers cannot solve for us. 
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